
Problem Solving 
What is problem solving? A problem is a challenging situation that requires resolution, and for 
which no path to the solution is readily known. One should arrive at the solution by using the 
knowledge they have about the problem domain. Sometimes new knowledge needs to be 
acquired to solve the problem. When I think about problem solving Jack Andraka’s paper sensor 
to detect pancreatic cancer comes to my mind. 
 
At the age of 13, Jack Andraka lost his uncle due to pancreatic cancer. Upon researching the 
internet he found out over 85 percent of pancreatic cancer are detected at the late stage. He 
also found out that the technique used for detection is; (a) over 60 years old (b) expensive and it 
costs around $800 (c) not reliable and misses 30 percent of the times. This made him to define 
the problem— Why isn’t there a fast, inexpensive test for pancreatic cancer? 
 
Jack started learning about cancer from his two friends— Google and Wikipedia. From this he 
learnt that cancer patients have high level of a protein called mesothelin. He was thinking about 
ways to detect this protein. His breakthrough came in high school biology class. He was reading 
about carbon nanotubes which change electrical properties when combined with antibodies and 
mesothelin. This made him to ask— What if I exposed a single-wall carbon nanotube with an 
antibody to a protein overexposed in pancreatic cancer? 
 
After failing several times Jack finally solved the puzzle. His solution was a paper sensor which; 
(a) costs 3 cents (b) takes just 5 minutes to run the test (c) extremely reliable. This innovation 
earned Jack an international science fair award and an invitation to be a special guest at 
President Obama’s 2013 State of the Union address. Jack Andraka is a true problem solver. 
 
Why are some people good in problem solving? Is it nature or nurture? I have been asking this 
question to myself several times. My questions were answered by reading Claude Shannon’s 
note on Creative Thinking. Shannon tells that an effective problem solver should have; (a) 
training and experience (b) certain amount of intelligence; an achievable trait with a lot of hard 
work (c) motivation. 
 
Of the 3 traits, I would rate motivation as the most important trait for effective problem solving. It 
gives the strong drive to want to find out the answer. The drive is so strong that one doesn’t 
care whether it’s 4am. He’s willing to work all night to find out the answers and all weekends if 
necessary. 
 
Apart from the above traits are there any tricks or gimmicks that we can used to become an 
effective problem solver? Yes there are. Luminaries like George Polya and Claude Shannon 
used several problem solving strategies like Pattern Recognition, Extensions, Generalizations, 
Backwards Thinking, and several others. These strategies helped them and several others to 
solve problems efficiently and quickly. 

https://en.wikipedia.org/wiki/Jack_Andraka


 
Over the last 3 months I spent a lot of time to solve over 150 programming problems. On top of 
that I spent time with my elder son to solve middle school math problems. In this note I am 
sharing some of the problems we solved using 5 problem solving strategies: pattern recognition, 
extensions, generalizations, similar known problems, and backwards thinking. 
 
Just because I wrote this note it doesn’t mean that I am an effective problem solver. I struggle a 
lot while solving problems. Overtime I have started to realize that struggle is a normal process to 
get better at problem solving. I am enjoying the struggle. The reason I wrote this note is to 
engrave these problem solving strategies to my brain. I hope that you enjoy the note as much 
as I did while writing it. 

Pattern Recognition 
When Richard Feynman was very young his father would play a game with a set of tiles. The 
tiles were of two colors; white and blue. Feynman must place one white followed by two blue 
tiles. Again a white followed by two blue tiles. He is expected to repeat this pattern continuously. 
 

 



 
As a little kid Feynman would try to place three blue tiles instead of two. His father would correct 
and make him place the tile so that it follows the same one-white-two-blue pattern. On seeing 
this Feynman’s mother told, “Please let the poor child put a blue tile if he wants to”. To it his 
father said, “No, I want him to pay attention to patterns”. 
 
Feynman once said that if he were giving a talk on “what is mathematics?” he would have 
answered that mathematics is looking for patterns. Our brain is wired by default to recognize 
patterns. It is a powerful technique to solve problems. Let us solve a simple problem by using 
pattern recognition. 
 
Problem: Take a look at the map showing the directions of movement along the streets as 
indicated by the arrows. How many different routes are there to get from point A to L? 

 
A naive approach is to simply count all the possible routes. For example, one route is 
A–B–C–D–E–F–G–H–I–J–K–L. Another route is A–C–E–G–I–K–L and so on. Only a savant can 
find the correct answer by using a naive approach. Is there a better way to solve this problem? 
I tried to solve this problem using a better approach in my head. My son, who is in 9th grade, 
immediately come up with a simple table to see if there is a pattern that can be exploited to 
solve this problem. 
 

To reach from point A to Number of paths 

B 1 

C 2 

D 3 

 
My son’s problem solving approach taught me a key lesson. Never try to solve the entire 
problem in your head. Capture your thoughts on a paper as quickly as possible. Don’t worry 
about getting it right the first time. Why is this important? 
 

1. For solving problems we need to use our working memory a lot. But working memory 
has limited capacity and it can hold up to four chunks of information at a time. By 
capturing our thoughts on a paper we are freeing our working memory. And allowing it to 
hold more information that is needed to solve the problem. 



 
2. By capturing our thoughts on paper we are letting our eyes see. Why is this important? 

Around 70 percent of sense receptors and 30 percent of our cortex is devoted to visual 
processing. By letting our eyes see we are getting maximum horsepower out of our 
brain. 

 
My son continued working on the problem by filling the paths for the remaining points. At this 
point we were able to see a pattern clearly emerge. The sequence of numbers 1, 2, 3, 5, 8, 13 
forms a Fibonacci-type sequence, which is a famous sequence of numbers first popularized in 
the Western world by Leonardo of Pisa (also known as Fibonacci) in the year 1202. 
  

To reach from point A to Number of paths 

B 1 

C 2 

D 3 

E 5 

F 8 

... ... 

L 144 

 
My son concluded that we found the solution to the problem. Did we actually solve the problem? 
Of course not. We found the answer. But we didn’t understand from where did the fibonacci 
series came from. Until we find the source of fibonacci we haven’t solved the problem. Focus on 
point D in the image below. 

 
 
We can reach point D from A via B and C. The no of ways to reach D is equal to the sum of 
no-ways-to-B and no-ways-to-C. This is why we are seeing a fibonacci sequence. This 
relationship can be seen at every point. Verify it on your own for point F. This revelation gave us 
a Aha! moment. Now we have actually solved the problem. 
 



Problem: There are n stairs, a person standing at the bottom wants to reach the top. The 
person can climb either 1 stair or 2 stairs at a time. Count the number of ways, the person can 
reach the top. 
 
Where should we start? The simple way to approach the problem is to solve it for smaller 
number of stairs. Use that information to see if there is a pattern. In the table below I have 
worked out the number of ways to reach the top for 1, 2, 3, and 4 stairs. 
 

Number of stairs Number of ways to 
reach the top 

Comments 

1 1 By taking a single step we can reach 
the top. 

2 2 By taking (1, 1) and (2) we can reach 
the top. 

3 3 By taking (1,1,1) (1,2), and (2,1) we can 
reach the top. 

4 5 By taking (1 1 1 1) (2 1 1) (1 2 1) (1 1 2) 
(2 2) we can reach the top. 

 

 
 
At this point we can see that the fibonacci pattern is emerging once again. Why are we seeing a 
fibonacci pattern? To answer this question let’s imagine that you want to go to nth stair. How do 
you reach the nth stair? We can reach the nth stair only from (n - 1)th and (n - 2)th stair. So the 
number of ways to reach the nth stair is a sum of number of ways to reach (n - 1)th stair and the 
number of ways to reach (n - 2)th stair. 

Extensions and Generalizations 
I begin with an idea and then it becomes something else. This statement was made by Pablo 
Picasso. Extensions is a powerful problem solving technique, where you take an existing idea 
and modify it slightly to solve a different problem. Consider the original telephone invented by 

http://www.geeksforgeeks.org/count-ways-reach-nth-stair/


Alexander Graham Bell and the number of improvements (read it as extensions) made to it over 
the last 150 years. 
 
Long ago there used to be a single rotary telephone in a large mansion. For making a phone 
call one needs to go to the hall. Someone came up with an idea of telephone extensions which 
allowed phones to be placed in different rooms. This idea got extended to touch-tone phones, 
cordless phones, large brick like cellular phones, and pocket sized cell phones with cameras. 
Now we have smartphones and I am listening to audiobooks while driving a car. 
 

 
 
Calculus is the mathematical study of change. During the past three hundred years, calculus 
has been applied to mechanics, to the motion of the planets, to electricity and magnetism, to 
biology, to economics, and to countless other areas. The first article of calculus was published 
by Leibniz in the year 1684. This article was a mere 6 pages long containing two fundamental 
ideas. 
 
Leibniz and Newton would be astounded to learn that today’s introductory calculus textbook is 
1,300 pages long. The calculus textbook introduces two fundamental ideas in the first 6 pages, 
and the remaining 1,294 pages consist of examples, variations, and applications all arising from 
following the consequences of just two fundamental ideas. 
 
Problem: Let’s start with binary search and make an extension to it so that we can train our 
brains to get good at exploiting the power of extensions. You are given a sorted array and asked 
to find if an element t exists in that array. If the element is present we should return the index of 
t in the array. If not it should return -1. Devise a way to find an element in O(log n) time. 
 
Anytime I encounter a binary search problem my brain would not get engaged as it is a simple 
problem to solve. My attitude towards binary search problem completely changed when I came 
across the following passage. 
 

Most programmers think that with the above description in hand, writing the code is easy. 

They’re wrong. The only way you’ll believe this is by putting down this column right now and 

writing the code yourself. Try it. 



 

I’ve assigned this problem in courses for professional programmers. The students had a couple 

of hours to convert the description above into a program in the language of their choice; a 

high-level pseudocode was fine. At the end of the specified time, almost all the programmers 

reported that they had correct code for the task. We would then take thirty minutes to examine 

their code, which the programmers did with test cases. In several classes and with over a 

hundred programmers, the results varied little: ninety percent of the programmers found bugs 

in their programs (and I wasn’t always convinced of the correctness of the code in which no bugs 

were found). 

 

I was amazed: given ample time, only about ten percent of professional programmers were able 

to get this small program right. But they aren’t the only ones to find this task difficult: in the 

history in Section 6.2.1 of his Sorting and Searching, Knuth points out that while the first binary 

search was published in 1946, the first published binary search without bugs did not appear 

until 1962. - Programming Pearls 

 
The code for solving the problem is given below. The initial call to binarySearch() will have 
variable low initialized to 0 and variable high initialized to array length minus 1. The key idea of 
the code is we know that if t  is anywhere in arr[0] to arr[n - 1], then it must be in a certain range 
of arr. The crucial part of the code is that the loop invariant (low <= high) remains true at the 
beginning when the function is called. It is true at the end of each iteration. The loop terminates 
when the item is found or the invariant is broken, which happens when the item is not found. 

 
Loop invariant is a powerful technique to verify program correctness. For solving problems you 
need to anchor on something that doesn’t change. Invariants provides that anchor and it is a 
powerful tool for solving problems. I wrote more about invariants here. Let’s go ahead and add 
an extension. 
 
Problem: An element in a sorted array can be found in O(log n) time via binary search. But 
suppose we rotate an ascending order sorted array at some pivot unknown to you beforehand. 
For example [1 2 3 4 5] might become [3 4 5 1 2] after three rotations clockwise. Devise a way 
to find an element in the rotated array in O(log n) time. 

https://janav.files.wordpress.com/2016/02/invariants.pdf
https://www.amazon.com/Programming-Pearls-2nd-Jon-Bentley/dp/0201657880
http://www.geeksforgeeks.org/search-an-element-in-a-sorted-and-pivoted-array/


 
We can take a simple example and rotate the array so that every element gets a chance to take 
the first position. This would give us an opportunity to recognize patterns, a technique that we 
learnt in the previous section. Consider the sorted array [10 18 27 36 48 57] and all possible 
rotations are given below. What are some observations you can make? 
 

10 18 27 36 48 57 

57 10 18 27 36 48 

48 57 10 18 27 36 

36 48 57 10 18 27 

27 36 48 57 10 18 

18 27 36 48 57 10 

 
The first row is sorted and not rotated. All other rows are sorted and rotated. Some observations 
that we can make in the rotated cases are; (a) Rightmost element is always lesser than the 
leftmost element. (b) Items to the left and right of minimum (10) is sorted and not rotated. The 
index of the minimum element is known as the pivot. 
 
From our observations we can conclude that if know the pivot index, then we can use 
binarySearch() as it is on all the elements on the left of pivot excluding the pivot element and all 
the elements on the right of the pivot including the pivot element to find our target element. The 
next question is how do we find the minimum element in O(log n) time? Take a look at the table 
below. 
 

10 18 27 36 48 57 

57 10 18 27 36 48 

48 57 10 18 27 36 

36 48 57 10 18 27 

27 36 48 57 10 18 

18 27 36 48 57 10 

 
In all rotated cases we can see that the item to the left of minimum is greater. If this isn’t the 
case we wouldn’t call this item as minimum. We can look for this condition to identify the index 
for the minimum element. For doing that we need to modify binarySearch() a little bit. That’s all. 
 



 
We need a driver method to combine findPivot() and binarySearch() to find the target element in 
the sorted rotated array. The code for that is given below. By combining and extending 
binarySearch() we were able to solve a different problem. 
 

 
Extension is a useful problem solving technique. It allows us to leverage what we already know 
to solve what we don’t. The power of extensions is beautifully summarized in the passage from 
the book Succeeding: When you first start to study a field, it seems like you have to memorize a 
zillion things. You don’t. What you need is to identify the core principles – generally three to 
twelve of them – that govern the field. The million things you thought you had to memorize are 
simply various combinations of the core principles. 
 
We can come up with our own extensions and this would help us to get good at this technique. 
For example here are a few extensions that I can think of; (a) would the above code work if the 
array contains duplicate elements? (b) can I find the pivot of the maximum element? (c) can we 
solve the problem using a single call to binarySearch()? 
 



Sometimes a solution that is developed for a particular problem can be tweaked a little bit so 
that it can be used to solve a large class of problems. This is called as Generalization. My 
hypothesis is that by applying several extensions we might be able to come up with a 
generalization. This technique is used a lot in mathematical research. 
 

The typical mathematical theory developed in the following way to prove a very isolated, special 

result, particular theorem someone always will come along and start generalization it. He will 

leave it where it was in two dimensions before he will do it in N dimensions; or if it was in some 

kind of algebra, he will work in a general algebraic field; if it was in the field of real numbers, he 

will change it to a general algebraic field or something of that sort. This is actually quite easy to 

do if you only remember to do it. If the minute you’ve found an answer to something, the next 

thing to do is to ask yourself if you can generalize this anymore  can I make the same, make a 

broader statement which includes more  there, I think, in terms of engineering, the same thing 

should be kept in mind. - Claude Shannon 

 

 
 
Where do we see this in programming problems? I was surprised to see this a lot in problems 
dealing with graphs. Graph traversal algorithms like Breadth First Search(BFS) and Depth First 
Search(DFS) can solve a wide class of problems. You can read my earlier post to get a 
refresher on BFS and DFS. 
 
For this discussion I am going to use BFS to solve a couple of problems, which at first glance 
wouldn’t even seem like a graph problem. BFS explores nodes nearest the root before exploring 
nodes further away. This simple yet powerful concept can be used on various types of 
problems.  
 
For the image shown above BFS visits the nodes in the following order [FBGADICEH]. The 
code snippet for BFS is given below. This code will be used as the template to solve a couple of 
problems. And we will see how powerful generalisation is for solving problems. 

https://janav.wordpress.com/2014/01/25/graphs/


 
Problem: Given a square chessboard of N x N size, the position of Knight and position of a 
target is given. We need to find out minimum steps a Knight will take to reach the target 
position. For the configuration below the Knight needs 3 moves to reach position T.  
 

 
At first glance this problem might seem like a super hard problem. If we model this as a graph 
problem and exploit the crucial property of BFS, then it can be solved easily. In an unweighted 
graph BFS guarantees that every node is reached using the shortest path from the root node. 
This is because BFS explores nodes near the root before exploring nodes further away. So by 
definition the path used should be the shortest. 
 
We can model the chessboard as a 2D array. Each cell can be treated as a node. How should 
we implement the getNeighbors() method? We know that a knight can make 8 possible moves. 
Each cell can have up to 8 neighbors depending on the position of the knight. This can be 
implemented in constant time. We have all the pieces needed to solve the problem. Compare 

http://www.geeksforgeeks.org/minimum-steps-reach-target-knight/


the code below with the code we wrote for BFS traversal. The crux of the logic should be the 
same. 

 
Problem: Given a snake and ladder board, find the minimum number of dice throws required to 
reach the destination or last cell from source or first cell. Basically, the player has total control 
over outcome of dice throw and wants to find out minimum number of throws required to reach 
last cell. For the board given above we can reach from cell 1 to 36 in four moves by throwing 2, 
3, 4, and 4. 

 
The approach we used to solve the Knight problem can be used to solve this problem. There 
are a couple of things we need to change. How should we represent the board, snakes, and 
ladders? I used a Map which uses the current cell as the key and the target cell as the value. 
 

● For cell 3, which has a ladder, 3 will be the key and 16 will be the value. 
● For cell 31, which has a snake, 31 will be the key and 19 will be the value. 
● For an empty cell like 2 the key and the value will be the same. 

http://www.geeksforgeeks.org/snake-ladder-problem-2/


How should we implement getNeighbors() method? From the current cell position add values 
from 1 to 6 and then account for snake, ladder, and empty cell. That’s all. 
 

 
Look at all 3 BFS implementations and you would be surprised to see how similar they are even 
though they’re solving different problems. This is akin to getting 3 mangos with a single stone. 
This is the power of generalizations.  

Similar known problems 
Charles Darwin was only 22 years old when he set out on the HMS Beagle voyage. The 
expedition lasted for five years from 1831 to 1836. During the expedition Darwin spent time 
making observations about different animal species. Darwin found that in the Galapagos islands 
mockingbirds differed from one island to the next. 
 
Darwin thought hard to understand what drove the variations among the mockingbirds. He knew 
that farmers and pigeon breeders could deliberately cultivate favourable variations. He wanted 
to know why would such variations happen in nature? 
 



In 1938, Darwin read An Essay on the Principle of Population by Malthus. In it Malthus claimed 
that populations grow until they exceed the food supply and then the members of population 
compete with each other. The stronger ones survive and thus the population is kept in check. 
 

  
 
In the competition for resources, any random variation that created an advantage would be 
selected and others would lose out. What farmers were doing deliberately was done by nature 
automatically i.e selecting the best traits and favoring their continuation. Darwin found the 
solution to his puzzle. What problem solving insights can be learn from Darwin’s experience? 
 

You have a problem P here and there is a solution S which you do not know yet perhaps over 

here. If you have experience in the field represented, that you are working in, you may perhaps 

know of a somewhat similar problem, call it P', which has already been solved and which has a 

solution, S', all you need to do  all you may have to do is find the analogy from P' here to P and 

the same analogy from S' to S in order to get back to the solution of the given problem. This is 

the reason why experience in a field is so important that if you are experienced in a field, you 

will know thousands of problems that have been solved. - Claude Shannon 

 
Using solutions to similar known problems is a powerful problem solving technique. The moment 
Darwin related his problem with the one faced by Malthus, he was able to solve his problem. 
Major innovations in science and other disciplines happens by using similar known problems. 
Let us understand this technique by solving a simple problem. 
 
Problem: Which of the following 148, 242, 336, 430, 524, 618, 712, and 86 has the largest value? 
 
A naive approach would be to calculate the value of each number and compare them. Your 
standard calculator won’t help. You need to go for scientific calculator and compare exponents 
to find out which is greater. This is tedious. Can we think of a similar known problem so that we 
can solve our problem without using a calculator? 
 



There are a couple of observation we can make from the input; (a) base goes up by 1 as we 
move right (b) exponent reduces by 6 as we move right. With this observation we can reduce 
the problem by multiplying all the exponents by ⅙. By doing that we can simplify the inputs to 18, 
27, 36, 45, 54, 63, 72, and 81. We know how to solve the simplified version without a calculator. 
 

Number Value 

18 1 

27 128 

36 729 

45 1024 

54 625 

63 216 

72 49 

81 8 

 
Using this technique let’s solve a programming problem. 
 
Problem: Implement a max stack which has standard methods like push(), peek(), and pop(). 
Add a couple of additional methods peekMax() and popMax(). The time complexity for push(), 
pop(), and popMax() cannot go beyond O(log n) time. For the remaining methods peek() and 
peekMax() the time complexity should be O(1). 
 
I smiled when I came across the max stack problem for the first time. I already know the solution 
for minimum stack, which solves the problem using 2 stacks. I can use the same technique to 
solve the max stack problem. How hard can this problem be? I was wrong. The two stack 
approach won’t work for solving the max stack problem. Why is that? 
 
Suppose we pushed the items [3 3 2 1] then the stack will appear as shown below. The time 
complexity of the methods push(), peek(), pop(), and peekMax() would be O(1). But how would 
you implement popMax() in O(log n)? 
 
In the data stack item 3 is present at the bottom. The only way to access it is by calling pop() 
several times followed by multiple calls to push(). But the time complexity of this would be O(n). 
Clearly this approach will not work. What should we do when an approach doesn’t work? Note 
down the reason why it doesn’t work and try a different approach. If not our mind gets locked 



into a pattern and not look beyond the failed approach. This is extremely important but very hard 
to do. 

 
How should we proceed now? We know that we need a stack. There are a couple of ways to 
implement a stack; arrays and linked list. Max item can be present anywhere in the stack. 
Deleting an entry from an array and moving the remaining items would take O(n). But with a 
double linked list we can remove an entry by adjusting references. This can be done in O(1) 
time provided we have the reference to the node to be removed. 
 
The next question is how do I get a reference to the node to be removed in O(log n) time? At 
this point we should ask: Have you seen it before? Or have you seen the same problem in a 
slightly different form? The answer is yes. Remember LRUCache? 

 
 
It is one of my favorite and a famous interview question. Most of the software engineers know 
the solution to this problem by heart. The core idea in LRUCache is to connect two data 
structures (Hashmap and Double Linked List) and solve the problem. Depending on the 
implementation the least frequently used item is kept at the head or tail of the list so that it can 
be removed in constant time. 

http://www.geeksforgeeks.org/lru-cache-implementation/


We can use the same idea to solve the max stack problem. One of the data structure is double 
linked list and this will be our stack where the data will be stored. The other one should be a 
tree. Of the dozens of available data structures how did I come up with a tree data structure? 
Using a problem solving technique called working backwards and we will discuss about it in the 
next section. The image above shows the approach very clearly. 
 
Java provides a TreeMap<Integer, List<Node>> which is an implementation of a Red-Black 
tree. This implementation guarantees log(n) time complexity for all the key methods. Using this 
we can solve the problem and meet the constraint of not exceeding O(log n) time complexity. 
We need to hold the largest value in variable _maxValue so that peekMax() takes O(1) time. 
Given below is the implementation of push(), pop(), and popMax(). It should be self explanatory. 
 

 

 



 
By using the idea from LRU cache we were able to solve the max stack problem. Similar known 
problem is a powerful problem solving technique. To get good at this technique solve as many 
problems as possible. This will fill your mental matrix with several problems and solutions and 
enable you to relate a new problem with the one you already solved. 

Always Invert 
Carl Jacobi, a great 19th century German mathematician, found that the solutions for many 
difficult problems could be found if the problems were expressed in the inverse. That is by 
working backwards. Let’s understand this problem solving technique with a simple problem. 
 
Problem: How can you bring up from the river exactly 6 quarts of water when you have only 2 
containers, a 4 quart pail and a 9 quart pail, to measure with? The containers are not marked 
with any scales. 
 
Given below are the containers. Notice that they are not marked with any scales. All you can 
measure is either 9 quarts or 4 quarts and with that you need to measure 6 quarts. Let us 
assume that the river has plenty of water. 

 
 
Most of us will try to solve the problem by working forward. We start with the two empty 
containers, we try this and that, we empty and fill, and when we do not succeed, we start again, 



trying something else. We might succeed, after several attempts, accidentally. Even though this 
approach might give us a solution we will not learn anything from it. Why is that? 
 
Real learning happens when we extract the pattern used for solving the problem and store it in 
our repertoire so that it can be used for solving similar problems. But exceptionally able people, 
or people who had the chance to learn in their mathematics classes something more than mere 
routine operations, do not spend too much time in such trials but turn around, and start working 
backwards. In this method you start with the final solution. The image below shows that. 
 

 
 
From what situation could we obtain the final solution. The image below will lead you to the final 
solution. All you need to do is to pour 3 quarts of water from 9-quart to 4-quart container and 
empty the 4-quart container. 

 
 
From what situation could we go the previous state. The image below will lead you to that state. 
All you need to do is to pour 1 quart of water from 9-quarts container to 4-quarts container and 
fill the 9-quarts container. 
 



 
 
From what situation could we go to the previous state. Fill the 9-quarts containers and empty it 
twice on the 4-quarts container. That’s it we solved the problem. Let’s look at another problem 
and this is one of my favorite. 
 
Problem: There is an activity in America, with one-on-one contests, and a national 
championship. The same person won the championship on two occasions about 65 years apart. 
Can you name that activity? 
 
For solving this problem you need to catalog all possible two-player games for which a national 
championship is awarded in America. For each game in the catalog, find reasons for or against 
the game that could be a potential solution. This is a daunting task as there could be a lot of 
two-player games. Is there an efficient way to search the catalog? 
 
What if we group games by creating sub-catalogs? For example we will have one catalog called 
Sports for games like tennis and billiards. And another catalog called Board Games for chess 
and checkers. Now we can eliminate a sub catalog like Sports completely without going through 
each game. This is because an 85 year old person can’t win a national championship in tennis 
as it requires a lot of eye-hand coordination. 
 

 



 
Sub catalogs enables our mind to process the uncomfortably large search spaces more easily. 
After eliminations we will be left with a handful of games and we can narrow down the game as 
checkers. I think Asa Long is that checkers champion. He holds the record for both youngest 
and oldest checkers champion. This puzzle was asked by billionaire investor Charlie Munger. 
The person who gave the right answer was a son of a physicist. This is how he reasoned. 
 

It can’t be anything requiring a lot of hand-eye coordination. Nobody 85 years of age is going to 

win a national billiards tournament, much less a national tennis tournament. It just can’t be. 

Then he figured it couldn’t be chess, which this physicist plays very well, because it’s too hard. 

The complexity of the system, the stamina required are too great. But that led into checkers. 

And he thought, “Ah ha! There’s a game where vast experience might guide you to be the best 

even though you’re 85 years of age. 

 
The physicist son has been trained by his father on inversion. Working backwards is a common 
sense procedure within the reach of everybody. This technique is not limited to mathematics but 
can be applied in solving computer science problems. 
 
Consider the famous LRUCache problem in which we combined HashMap and Double Linked 
List(DLL). Of the dozens of data structure available how did our brain narrow down on this two? 
We worked backwards by looking at the constraint O(1). Immediately HashMap would come to 
an experienced programmer’s mind. The choice of a DLL is hard. 
 
We are trying to remove the least recently used item. And we should do this in O(1) time. We 
know that in a DLL an item can be removed in constant time. Provided we have a reference to 
that item. But we do we find an item in O(1) time? The only data structure that can do that is a 
HashMap. We need to store the reference of the node in the map. By inverting we simplified our 
data structure search space. 
 
Remember that in the max stack problem I asked the following question. Of the dozens of 
available data structures how did I come up with a tree data structure? The answer should be 
obvious. The question asked for O(log n) time complexity. Which data structure comes to your 
mind? Binary Search Trees(BST) and Heaps came to my mind. 
 
Heaps will work ok but it would take O(n) for performing pop() as all the items, except the max, 
can be anywhere in the heap. On the other hand BST, with red-black tree implementation, 
guarantees O(log n) time complexity for all key operations. Once again by inverting we 
simplified our data structure search space and solved the problem. 

https://en.wikipedia.org/wiki/Asa_Long


Key Takeaways 
Over the last 3 months I spent a lot of time to solve over 150 programming problems. On top of 
that I spent time with my elder son to solve middle school math problems. Here are some key 
takeaways that I wanted to share from my experience. 
 
Be comfortable being uncomfortable: Just like any other skill the art of problem solving can 
be learnt and improved upon. It takes a lot of time to get really good in developing a new skill. 
This is true for problem solving also. You will struggle a lot as your brain is getting rewired to 
accommodate the new skill. All things are difficult before they are easy. Remember how difficult 
it was while learning to bike? How about reverse biking? The chart below shows how skill 
development happens. 

 
What gets measured gets improved: Track the progress of every problem you worked on. I 
used Google sheets to track my progress. The format I used is shown below. The main idea is 
to have a status column. A problem can be in green, yellow, or red status. Green is when you 
have mastered the problem. Yellow is when you understand the solution but struggle a little bit 
while solving it again. Red is when you are struggling to understand how the solution even 
works. 
 
In order to learn something deeply we need to actively test ourselves by recalling it from our 
memory. The act of recalling something strengthens our memory and ensures that the 
information is available to us when needed. We need to do this regularly. If not we will forget it 
because of brain’s use-it-or-lose-it tendency. 

https://www.youtube.com/watch?v=MFzDaBzBlL0


 
We tend to remember things more effectively if we spread out our study sessions, instead of 
studying the same topic multiple times in one session. So for effective learning we need to (a) 
test ourselves by recalling it from memory (b) do it often so that we don’t forget it (c) use spaced 
repetition. Having multiple columns for our attempts helps to achieve all of the above. The key is 
to attempt problems that are in red status more often than the ones in green. 

 
 
Enjoy the process and not worry about the outcome: It takes a long time to create anything 
valuable. One has to work hard every day without any noticeable improvements in the short to 
medium term. Keep doing it consistently for a very long time and the result starts to show up. 
Compound Interest example below proves this point. Most of the money is made in the last few 
years. Remember that games are won by players who focus on the field, not the ones looking at 
the scoreboard. One final point that I want to make is: Have Fun! 
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