
 

Linear Regression: Predicting House Prices 
 
I am big fan of Kalid Azad writings. He has a knack of explaining hard mathematical concepts 
like Calculus in simple words and helps the readers to get the intuition behind the idea. Couple 
of days back I was reading his book on Calculus. I came across the following passage in the 
book— What’s a better learning strategy: covering a subject in full detail from top-to-bottom, or 
progressively sharpening a quick overview? 
 

 
 
The better way to learn is to use the idea of progressive rendering. Get a rough outline as 
quickly as possible. Then gradually improve your understanding of the subject over time. This 
approach helps to keep our interests alive, get the big picture, and see how the individual parts 
are connected. This is the idea I am using to learn Machine Learning (ML). 
 
In the last post, I introduced the idea behind ML and why it’s super important for machines to 
learn by itself. If you haven’t read my previous post then you can read it here. In this post, I will 
be opening the pandora’s box of ML and we will learn about Linear Regression, granddaddy of 
all ML algorithms, and use it to predict house prices. 
 
Imagine that you are planning to sell your house. How much should you sell it for? Is there a 
way to find it out? One way is to look at the sales data of similar houses in your neighborhood 
and use that information to set your sale price. What does similar houses mean? We can use 
the properties (also called as features) of your house and compare it with other houses and 
pick the ones that closely matches your house. Some examples of features are year-built, size, 
and no-of-bedrooms. 

https://betterexplained.com/about/
https://www.amazon.com/Calculus-Better-Explained-Developing-Intuition/dp/1470070707
https://janav.wordpress.com/2016/10/23/why-machine-learning/


 

Let’s keep things simple and use only the size (area-in-sqft) feature. Take a look at the recent 
sales data of 10 houses in your neighborhood. Suppose your house is 1500 sq ft, then what 
should your sale price be? 
 

 
 
Before answering this question let’s find out if there is a positive correlation between size and 
price. If the change in house size (independent variable) is associated with the change in house 
price (dependent variable) in the same direction then the 2 variables are positively correlated. 
Scatter plot is a great tool to visualize relationship between any two variables. From the chart 
we can see that there is a strong positive relationship between size and price with a correlation 
coefficient of 0.97. Click here to learn more about correlation coefficient. 

 
 

https://janav.wordpress.com/2013/07/03/correlation-and-causation/


 

There is one issue with the recent sales data. None of the 10 houses sold recently has the 
same 1500 sq ft as your house. Without this information how do we come up with a sale price 
for your house? 

 
One idea is to use the average price of houses that are closer in size to the house that we are 
trying to sell. The problem with this approach is that we are only using the sale price of 2 houses 
and throwing away sales information from the remaining 8 houses. 

 
It might not be a big ideal in this case as we are using a single feature (house size). In real life 
situations we will be using several features (size, year-built, no-of-bedrooms) to decide the sale 



 

price and throwing away information from other houses is not an acceptable solution. Is there a 
better solution? There is a solution and we studied about it in 9th grade mathematics. What if we 
fit a line through the data points and use that line for predicting house prices? 

 
The line equation can be written as Price = w0 + w1 * Area to better reflect our house price 
prediction problem. Our goal is to find out w0 (intercept) and w1 (slope). There are infinite 
possible values for w0 and w1. And this will result in infinite possible lines. Which line should we 
choose? 

 

https://www.mathsisfun.com/equation_of_line.html
https://www.mathsisfun.com/equation_of_line.html


 

The idea is to choose the line that has the overall least possible distance from the data points. 
Take a look at the chart shown below. Of the 2 lines which one is a better predictor of the house 
price? Clearly line A is a better predictor than B. Why is that? Visually line A is closer to all the 
data points than line B. The next question is what does visually closer means? Can it be 
represented mathematically? 

 
Given below is the mathematical representation of visually closer with 2 houses. Our goal is to 
choose that line which minimizes the residual sum of error. This happens when the predicted 
price (represented by the straight line) is closer to the actual house price (represented by x). 
 

 



 

Let’s generalize the residual sum of error from 2 to n houses and figure out a way to find the 
optimal values for w0 and w1. The worked out generalization is given below. Our goal is to find 
out the optimal values for w0 and w1 so that the cost function J(w) is minimized. 

 
 



 

People often say that picture is worth a thousand words. Take a look at the 3-dimensional chart 
to get a better understanding of the problem we are trying to solve. The chart looks visually 
appealing. But I have few problems with it. 

 
My brain doesn’t interpret 3D charts well. Finding out the optimal values for both w0 and w1 to 
keep the cost function J(w) minimum requires a good understanding of multivariate calculus. For 
a novice like me this is too much to handle. It’s like forcing someone to build a car before driving 
it. I am going to simplify this by cutting down a dimension. Let’s remove w0 for now and make it a 
2-dimensional chart. Finding out the optimal values for a single variable w1 doesn’t require 
multivariate calculus and we should be able to solve the problem with basic calculus. 

 



 

How do we find out the optimal value for w1? One option is to use trial-and-error and try all 
possible values and pick the one that minimizes the cost function J(w). This is not a scalable 
approach. Why is that? Let’s consider a house with 3 features. Each feature will have it’s own 
weight and let’s call it as (w1, w2, w3). If each weight can take values from 1 to 1000 then it will 
result in 1 billion evaluations. 
 
In ML, solving problems with 100+ features is very common. If we use trial-and-error, then 
coming up with optimal weights will take longer time than the age of our universe. We need a 
better solution. It turns out that our cost function J(w) is quadratic (y = x2) and it results in a 
convex shape (U shape). Play around with online graph calculator to see the convex shape for 
quadratic equation. One important feature of a quadratic function is it has only one global 
minimum instead of several local minimum. 
 

 
To begin with we will choose a random value for w1. This value can be in one of three possible 
locations: right-of-global-minimum, left-of-global-minimum, on-global-minimum. Let’s see how w1 

reaches optimal value and minimizes the cost function J(w) irrespective of the location it starts 
in. The image given below shows how w1 reaches optimal value for all 3 cases. Here are few 
questions that came to my mind while creating the image. 
 

1. Why I am taking a derivative for finding the slope at the current value of w1 instead of 
using the usual method? The usual method of calculating slope requires 2 points. But in 
our case we just have a single point. How do we find the slope for a point? We need the 
help of derivatives; a fundamental idea from calculus. Click here to learn more about 
derivatives. 

 
2. Why is the value of slope positive for right-of-global-minimum, negative for 

left-of-global-minimum, and zero for on-global-minimum. To answer it yourself, I would 

https://www.desmos.com/calculator
https://www.mathsisfun.com/calculus/derivatives-introduction.html


 

highly recommend you to practice calculating the value of slope using 2 points. Click 
here to learn more about slope calculations. 

 
3. What is the need for a learning factor alpha (α) and why should I set it to a very small 

value? Remember that our goal is keep adjusting the value of w1 so that we minimize the 
cost function J(w). Alpha (α) controls the step size and it ensures that we don’t overshoot 
our goal of finding the global minimum. A smart choice of α is crucial. When α is too 
small, it will take our algorithm forever to reach the lowest point and if α is too big we 
might overshoot and miss the bottom. 

 

 
The algorithm explained above is called as Gradient Descent. If you’re wondering what is the 
meaning of the word gradient then read it as slope. They are one and the same. Using Python, I 
ran the gradient Descent algorithm by initializing (w1 = 0 and α = 0.1) and ran it for 2000 

https://www.mathsisfun.com/geometry/slope.html


 

iterations. The table given below shows how w1 converged to the optimal value of 82.15. This is 
the value which minimizes the cost function. Note that at the first few iterations the value of w1 

adjusts faster due to steep gradient. At later stages of iterations the value of w1 adjusts very 
slowly.  

  
Google Sheets allows us to do linear regression and finds the best fit line. I used this feature on 
the house data and the optimal value for w1 came to 82.156. The chart given below shows the 
best fit line along with the equation. This shows that the value I got from my Python code 
correctly matches the value from Google Sheet. 

  
 



 

It took me 10 pages to explain the intuition behind linear regression. That too I explained it for a 
single feature (size-of-house). But in reality a house has several features. Linear regression is 
very flexible and it works for several features. The general form of linear regression is: w0 + w1 * 
feature1 + w2 * feature2 + … + wn * featuren. And gradient descent algorithm finds out the optimal 
weight for (w1, w2, … , wn). 
 
Calculating the optimal weight for a single feature required us to deal with 2-dimensions. The 
second dimension is for the cost function. For 2 features we need to deal with 3-dimensions and 
for N features we need to deal with (N+1)-dimensions. Unfortunately, our brain is not equipped 
to deal with more than 3-dimensions. And my brain can handle only 2-dimensions. 
 
Also finding the optimal weight for more than 1 feature requires a good understanding of 
multivariate calculus. My goal is to develop a good intuition on linear regression. We achieved 
that goal by working out the details for a single feature. I am going to assume that what worked 
for a single feature is going to work for multiple features. 
 
This is all great. But what does linear regression got to do with ML? To answer this question you 
need to take a look at the python code. This code uses scikit-learn which is a powerful open 
source python library for ML. Just a few lines of code finds out the optimal values for w0 and w1. 
The values for (w0 and w1) exactly matches the values from Google Sheet. 

 

 

 
Machines can learn in a couple of ways: supervised and unsupervised. In case of supervised 
learning we give the ML algorithm an input dataset along with the correct answer. The input 
dataset is a collection of several examples and each example is a collection of one-to-many 

http://scikit-learn.org/


 

features. The correct answer is called as a label. For the house prediction problem the input 
dataset had 10 examples and each example had 1 feature. And the label is the house price. 
Using the features and label, also called as training data, the ML algorithm trains itself and 
generates an hypothesis function as output. For the house prediction problem it generated a 
hypothesis function: (82.156 * area-of-house + 24954.143). 
 
Why did I call the generated output as a hypothesis function instead of function? In order to 
answer this question we need to understand the method used by scientists to discover new 
laws. This method is called as scientific method and Richard Feynman explains it beautifully in 
the video below. 
 

 
 

Now I’m going to discuss how we would look for a new law. In general, we look for a new law 

by the following process. First, we guess it (audience laughter), no, don’t laugh, that’s the 

truth. Then we compute the consequences of the guess, to see what, if this is right, if this law 

we guess is right, to see what it would imply and then we compare the computation results to 

nature or we say compare to experiment or experience, compare it directly with observations 

to see if it works. If it disagrees with experiment, it’s wrong. In that simple statement is the 

key to science. It doesn’t make any difference how beautiful your guess is, it doesn’t matter 

how smart you are who made the guess, or what his name is … If it disagrees with 

experiment, it’s wrong. That’s all there is to it. - Richard Feynman 

 
A scientist would compare the law he guessed (hypothesis) with the results from nature, 
experiment, and experience. If the law he guessed disagrees with the experiment then he will 
reject his hypothesis. We need to do the same thing for our ML algorithm. The hypothesis 

https://www.youtube.com/watch?v=OL6-x0modwY
https://www.farnamstreetblog.com/2009/12/mental-model-scientific-method/


 

function: (82.156 * area-of-house + 24954.143) generated by our ML algorithm is similar to 
scientists guess. Before accepting it we need to measure the accuracy of this hypothesis by 
applying it on data that the algorithm didn’t see. This data is also called as test data. The image 
given below explains how this process works. 

 
 
I translated the above image and came up with the python code shown below. The variables 
featuresTest and labelsTest contains the test data. We never showed this data to our ML 
algorithm. Using this test data we are validating the hypothesis function (82.156 * area-of-house + 

24954.143) generated by our ML algorithm. The actual house prices [115200, 123400] of test 
data almost matched with the predicted house prices [115326, 123541]. Looks like our 
hypothesis function is working. 



 

 
 

Is there a summary statistic that tells how good our predictions matched with the actual labels? 
R-squared is the summary statistic which measures the accuracy of our prediction. A score of 1 
tells that all our predictions exactly matched with the reality. In the above example the score of 
0.998 is really good. This shouldn’t be surprising as I created the test labels using the 
hypothesis function and slightly bumped up the values. 
 
Take a look at the image below. It gives you the intuition behind how the R-squared metric is 
computed. The idea is very simple. If the predicted value is very close the actual value then the 
numerator is close to zero. This will keep the value of R-squared closer to 1. Otherwise the 
value of R-square moves far below 1. 



 

 
So far I have been assuming that the relationship between the features and the label is linear. 
What does linear mean? Take a look at the general form of linear regression: w0 + w1 * feature1 
+ w2 * feature2 + … + wn * featuren. None of the features have degree (power) greater than 1. 
This assumption is not true all the times. There is a special case of multiple linear regression 
called as polynomial regression that adds terms with degree greater than 1. 

 
The general form of polynomial regression is: w0 + w1 * feature1 + w1 * feature21 + … + wn * 
featuren. Why do we need features with degree greater than 1? In order to answer this question 



 

take a look at the house price prediction chart shown above. The trendline is a quadratic 
function which is of degree 2. This makes a lot of sense as house price doesn’t increase linearly 
as the square footage increase. The price levels off after a point and this can only be captured 
by a quadratic model. You can create a model with a very high degree polynomial.

 
We have to be very careful with high degree polynomials as they fail to generalize on test data. 
Take a look at the chart above. The model perfectly fits the training data by coming up with a 
very high degree polynomial. But it might fail to fit properly on the test data. What’s the use of 
such a model? The technical term for this problem is overfitting. This is akin to a student who 
scored 100 in Calculus exam by rote memorization. But failed to apply the concepts in real time. 
 
While coming up with a model we need to remember Occam’s razor principle— Suppose there 
exist two explanations for an occurrence. In this case the simpler one is usually better. All else 
being equal prefer simpler models (optimal number of features and degree) over complex ones 
(too many features and higher degree). Here are few points that I want to mention before 
concluding this post. 
 

1. The hypothesis function produced by ML is generic. We used it for predicting house 
prices. But the hypothesis function is so generic that it can be used for ranking 
webpages, predicting wine prices, and for several other problems. The algorithm doesn’t 
even know that it’s predicting house prices. As long as it gets features and labels it can 
train itself to generate a hypothesis function. 

 
2. Data is the new oil in the 21st century. Whoever has the best algorithms and the most 

data wins. For the algorithm to produce a hypothesis function that can generalize we 
need to give it a lot of relevant data. What does that mean? Suppose I come up with a 



 

model to predict house prices based on housing data from Bay Area. What will happen if 
I use it to predict house prices in Texas? It will blow up on my face. 

 
3. I just scratched the surface of linear regression in this post. I have not covered several 

concepts like Regularization (penalizes overfitting), Outliers, Feature Scaling, and 
Multivariate Calculus. My objective was to develop the intuition behind linear regression 
and gradient descent. I believe that I achieved it through this post. 
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Appendix: Gradient Descent Implementation In Python 
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