
Why Machine Learning? 
 
A good friend of mine recommended me to read the book The Craft Of Research. It is a 
fantastic book and it shows how to go about conducting a research and present it in a structured 
way so that your readers can understand and appreciate your research. I highly recommend this 
book for almost anyone who puts words-to-paper or fingers-on-keyboard. In the book, I came 
across two passages which talks about the chemistry of heart muscles. Of the two passages 
shown below which passage is easy to understand? 
 

1a. The control of cardiac irregularity by calcium blockers can best be explained through an 

understanding of the calcium activation of muscle groups. The regulatory proteins actin, 

myosin, tropomyosin, and troponin make up the sarcomere, the basic unit of muscle 

contraction. 

 

1b. Cardiac irregularity occurs when the heart muscle contracts uncontrollably. When a 

muscle contracts, it uses calcium, so we can control cardiac irregularity with drugs called 

calcium blockers. To understand how they work, it is first necessary to understand how 

calcium influences muscle contraction. The basic unit of muscle contraction is the sarcomere. 

It consists of four proteins that regulate. 

 
If you are like me then you would have chosen passage 1b. I asked this question to my friends 
and all of them preferred 1b. Why is 1b easier to understand than 1a? This is because passage 
1a is written for medical professionals who already knew how muscles work. And 1b is written 
for a layman like me. Neither my friends nor I understand how muscles work and that’s why we 
were able to understand 1b better than 1a. 
 
Why am I talking about heart muscles in a post about Machine Learning (ML)? In the last 2 
months, I have been learning a lot about ML. I was able to find tons of resources about ML on 
the Internet. But majority of them assume that I am already proficient in Linear Algebra, 
Probability, Statistics, and Calculus. These resources are similar to passage 1a and it made me 
feel that I need to have a PhD to understand them. 
 
I was lucky enough to find great teachers and authors like Andrew Ng, Sebastian Thrun, Pedros 
Domingos, and Jeff Hawkins who explained ML in a simple way like passage 1b. They made 
me realize that the intuition behind the ML algorithms are more important than the high order 
mathematics. Over the next several weeks, I will be writing a series of posts on ML. Why am I 
doing this? I believe in the idea of to-understand-something-write-about-it. I am going to learn 
ML deeply by writing about it. Let’s get started. 
 

https://www.amazon.com/Research-Chicago-Writing-Editing-Publishing/dp/0226065669
https://www.coursera.org/learn/machine-learning
https://www.udacity.com/course/intro-to-machine-learning--ud120
https://www.amazon.com/Master-Algorithm-Ultimate-Learning-Machine/dp/0465065708
https://www.amazon.com/Master-Algorithm-Ultimate-Learning-Machine/dp/0465065708
https://www.amazon.com/Intelligence-Jeff-Hawkins/dp/0805078533
https://janav.wordpress.com/2016/05/21/to-understand-something-write-about-it/


Claude Shannon’s Master Thesis At MIT 
 
It all started in the year 1937 with a simple idea from Claude Shannon. He was the first to 
realize that transistors are reasoning when they switch on and off in response to other 
transistors. This was Claude Shannon’s master’s thesis at MIT. He proved that Boolean Algebra 
problems can be solved by linking several transistors. 
 

 
 
A transistor is a device that regulates the flow of current and acts as a switch for electronic 
signals. A transistor can be in one of two states [on or off]. A single transistor can be used to 
represent 2 possible states [0 or 1; one bit]. If we connect two transistors then we can represent 
4 possible states [00, 01, 10, 11; two bits]. By extending this logic we can see that N transistors 
can be used to represent 2N possible states. Each state can be used to represent a logic. 
 
If transistor A turns on only when transistors B and C are both on, it’s doing a tiny piece of 
logical reasoning. If A turns on when either B or C is on, that’s another tiny logical operation. 
And if A turns on whenever B is off, and vice versa, that’s a third operation. With 3 transistors 
we can represent 8 different logical reasoning. The image shown below represents the logic for 
withdrawing cash from an ATM. 
 



 
Every algorithm, including the complex ones like Deep Blue and Jeopardy, can be reduced to 
just three operations: AND, OR, NOT. Get the combination of on and off for all the transistors 
right and you can solve problems of any complexity. A computer contains one-to-many CPUs 
and each CPU contains more than a billion transistors. There are several advantages of using 
transistors state to represent logic. 
 

1. Unlike humans, it will consistently produce the same output for a given set of inputs. 
 

2. They are very cheap and don’t get tired like humans and can continue processing for a 
very long time without breaking down. 

 
3. When it comes to repetitive calculations humans can’t match the speed of computers. 

This is because the theoretical speed of moving electrons [electricity] is not very much 
different from the speed of electromagnetic waves (i.e. light) in vacuum. 

 
Claude Shannon’s insight of using transistors to represent logic made the digital revolution 
possible. Now I know why he was called as “the father of information theory”. But there is one 
catch with the above solution. You need humans, also called software engineers, to come up 
with logic. The logic is written in high level programming languages like Java or Python and gets 
translated to machine language. Why did I call humans coming up with the logic as a catch? 
Hold on to this question for some more time and I will answer it in the next few pages. 

Can Computers Think? 
 
In 1997 IBM’s Deep Blue computer beat the world chess champion Gary Kasparov at his own 
game. I was enthralled when I read about Deep Blue’s victory and thought that the computer 
must be a genius to beat the grandmaster. But in reality Deep Blue is a dumb machine. Why is 
that? 
 

https://www.youtube.com/watch?v=NJarxpYyoFI
https://www.youtube.com/watch?v=WFR3lOm_xhE


1. Deep Blue didn’t win by being smarter than a human. It won by being millions of times 
faster than a human. 

 
2. It had no intuition. It had no sense of the history of the game, and didn’t know anything 

about its opponent. It played chess yet didn’t understand chess, in the same way that a 
calculator performs arithmetic but doesn’t understand mathematics. 

 
3. The logic for playing chess was written by humans and all Deep Blue was doing is 

turning on and off the transistors to match the logic supplied to it without even realizing 
that it’s playing a game of chess. 

 
According to Alan Turing, father of computer science, if a computer program can convince a 
human that they are communicating with another human then it could be said to think. A person 
watching Deep Blue play chess would incorrectly conclude that it’s thinking. 
 
This is what I did when I read about Deep Blue. But from the points given above we know that 
Deep Blue is dumb and not thinking. In the 1980s the philosopher John Searle came up with a 
thought experiment called ‘The Chinese Room Argument’ in order to challenge the concept of 
strong Artificial Intelligence. 
 

It goes like this: I am locked in a room. Questions are passed to me through a small letter slot 

– and these messages are written only in Chinese. I don’t speak Chinese. I have no clue at all 

what’s written on these pieces of paper. However, inside this room I have a library of books, 

and they contain step-by-step instructions that tell me exactly what to do with these symbols. 

I look at the grouping of symbols, and I simply follow steps in the book that tell me what 

Chinese symbols to copy down in response. I write those on the slip of paper and pass it back 

out of the slot. 

 

When the Chinese speaker receives my reply message, it makes sense to her. It seems as 

though whoever is in the room is answering her questions perfectly, and therefore it seems 

obvious that the person in the room must understand Chinese. I’ve fooled her, of course, 

because I’m only following a set of instructions, with no understanding of what’s going on. 

With enough time and a big enough set of instructions I could answer almost any question 

posed to me in Chinese. But I, the operator, do not understand Chinese. I manipulate symbols 

all day long, but I have no idea what the symbols mean. 

 

Searle argued this is just what is happening inside a computer. No matter how intelligent a 

program like iCub seems to be, it’s only following sets of instructions to spit out answers – 

manipulating symbols without ever really understanding what it’s doing. - The Brain 
 

https://www.amazon.com/Brain-Story-You-David-Eagleman/dp/1101870532


Moore’s Law 
 
Claude Shannon came up with his MIT Thesis in 1937. But it took a long time before computers 
entered American homes. In 1975, year before I was born, only 40,000 computers got sold in 
the US. After 25 years, in year 2000, total computers sold jumped to 46 million. Sales jumped by 
1150x and this translates to a compounded annual growth rate of 33 percent. Such 
astronomical growth rates doesn’t happen in a vacuum. Why did this happen? 
 

 
 
Take a look at the table shown below. From 1986 to 2016 the cost of storage went down from 
$71 to $0.0000633 per MB. And the cost of computing for 100 calculations went down from $1 
to $0.000001. This reduced the cost of owning personal computers and smartphones 
dramatically and it’s estimated that the number of smartphones sold in 2016 will surpass 2 
billion. Thanks to Moore’s Law. In the last 50 years the number of transistors that can be packed 
in a single CPU went up from a single transistor to 10 billion transistors. 
 
In 1986, IBM was the only technology company that was in the top 10. After 30 years, five high 
tech companies make up the top 10. Several brick-and-mortar companies that couldn’t adapt to 
the new world of technology got decimated. Some decimated companies that comes to my mind 
are Borders, Kodak, and Circuit City. Companies like Apple, Alphabet, Microsoft, Amazon, and 
Facebook are built from the ground up on top of technology and used it to their advantage. Jeff 
Bezos, founder and CEO of Amazon, beautifully explained this advantage in his 2000 letter to 
shareholders. 
 

Industry growth and new customer adoption will be driven over the coming years by 

relentless improvements in the customer experience of online shopping. These improvements 



in customer experience will be driven by innovations made possible by dramatic increases in 

available bandwidth, disk space, and processing power, all of which are getting cheap fast. 

 

Price performance of processing power is doubling about every 18 months (Moore’s Law), 

price performance of disk space is doubling about every 12 months, and price performance of 

bandwidth is doubling about every 9 months. Given that last doubling rate, Amazon.com will 

be able to use 60 times as much bandwidth per customer 5 years from now while holding our 

bandwidth cost per customer constant. Similarly, price performance improvements in disk 

space and processing power will allow us to, for example, do ever more and better realtime 

personalization of our Web site. 

 

In the physical world, retailers will continue to use technology to reduce costs, but not to 

transform the customer experience. We too will use technology to reduce costs, but the 

bigger effect will be using technology to drive adoption and revenue. We still believe that 

some 15% of retail commerce may ultimately move online. - Jeff Bezos; 2000 
 

 
 
We shouldn’t get idealistic about the businesses that got decimated due to technological 
changes. As a customer of Amazon, I am enjoying vast selection of items, fast and convenient 
delivery, at very low prices. Technology has revolutionized the way in which we all learn. If I had 
to learn ML in 1990s then I need to go to college and pay several thousand dollars. Today I can 
learn ML from Udacity and Coursera and share the knowledge with you all for free using Google 
Docs and Wordpress. I believe that the world is a much better place with technology and it’s a 
net positive for the society. 

http://media.corporate-ir.net/media_files/irol/97/97664/reports/00ar_letter.pdf


Knowledge Engineering and Big Data 
 
The explosion of computers and smartphones created a new challenge for the software 
industry. IBM estimates that we are generating 2.5 quintillion [1 followed by 18 zeros] bytes of 
data. More than 90 percent of the data in the world today has been created in the last two years. 
Where does this data come from? This data comes from everywhere— sensors used to gather 
car driving and climate information, posts to social media sites, digital pictures, YouTube videos, 
and online purchases to name a few. The fashionable term for this is “Big Data”. 
 
It’s time to answer my earlier question. Why did I call humans coming up with the logic as a 
catch? Remember my earlier point on computers are dumb and they perform arithmetic without 
understanding mathematics. All the logic performed by a computer is coded by software 
engineers. This is called as knowledge engineering. According to its proponents, knowledge 
can’t be learned automatically; it must be programmed into the computer by human experts.  
 
There is a lot of knowledge [signal] present in 2.5 quintillion bytes of data that is being 
generated every day. Can software engineers, using knowledge engineering, come up with logic 
to extract signal from Big Data? There are several challenges with this approach. 
 

1. Algorithms have 3 kinds of complexities— space, time, and human. Space complexity 
deals with the number of bits of information an algorithm needs to store in computer’s 
memory. Time complexity deals with how long the algorithm takes to run. But the hardest 
complexity to deal with is human complexity. Our brain has limited circuitry and working 
memory can only hold up to four chunks of information at a time. Just 10 boolean 
variables interacting with each other is enough to blow our brains as this will result in 
1024 possibilities. One minor bug in an algorithm results in an explosion of a billion dollar 
rocket ‘Ariane 5’. 

 
2. We know how to drive cars, recognize faces, and decipher handwriting. These skills are 

subconscious and we are unable to explain it to a computer by knowledge engineering. 
If you don’t believe me then try to come up with a logic for recognizing faces in photos. 

 
3. Consider the limitless choice problem that we all face everyday on the Internet. I did a 

blind search for books in Amazon and it gave me 3.5 million books that have an average 
customer rating of 4 star and above. If I spend one second going through each book 
then it would take 40 days to view and select the one I want. If I restrict my search to 
“Machine Learning” it returns me around 13,460 books. Still a lot to go through. The 
solution to the limitless choice problem is Amazon should encode the tastes of all its 
customers, which it already does, and show the best ones to its customers. Amazon has 
over 240 million customers and there is no way to encode all its customer taste using 
knowledge engineering. If you don’t believe me then try to write a program for this. 

https://www.youtube.com/watch?v=gp_D8r-2hwk
https://around.com/ariane.html


 
From all the above points it is very clear that knowledge engineering has its own limitations for 
dealing with certain kinds of problems. Software Engineers coming up with logic is not going to 
work. Is there a solution? What if machines come up with its own logic? Am I crazy. How’s this 
possible? 

How Do We Learn? 
 
In order to understand if machines can learn by itself, we need to jump into the field of biology 
and understand how our brains learn. There are 3 ways by which our brains learn. 
 

1. Consider the simple act of breathing. It happens automatically without our conscious 
awareness. A respiratory control center at the base of the brain controls our breathing. 
How did our brain learn this? The brain didn’t learn this. Instead this knowledge was 
programmed into the brain by the DNA. And this gets passed on to the offspring through 
our genes. 

 
2. Consider the simple skill of recognizing human faces. Did we acquire this skill from DNA 

or did our brain learn this skill? I am not 100 percent sure. But I am leaning towards our 
brain learning this skill. I came to this conclusion after learning about Mike May who lost 
his sight when was 3.5 years old and got back his vision after 40 years. 

 

 
 

https://youtu.be/RF5WQxhZAIc?t=431


Mike's new eyes were functioning perfectly and they were sending clear signals to the 
brain. But he couldn't see his sons face in any meaningful way. Had recognizing faces 
been a skill acquired from the DNA then he should have recognized his son’s face right 
away. The next question is how does our brain learn to recognize faces? At a high level 
this is what our brain should be doing. 
 

A. The visual cortex in our brain have hierarchies named V1, V2, V4, and IT. 
The input signals from our eyes goes to V1 and from there it’s passed to 
V2, then V4, and finally to IT. 

 
B. The lower regions in the visual cortex is capable of recognizing individual 

features like eyes, nose, mouth, ears, and forehead from the face. 
 

C. There should be a classifier in our brain which combines any combination 
of [eyes, nose, mouth, ears, forehead], [ears, forehead, eyes, nose, 
mouth], … 120 possibilities and categorizes it to a higher level structure 
called face. 

 
D. It comes up with an invariant representation for every face and stores it in 

the synapses. There will be an unique invariant representation for your 
spouse, son, mother, father, etc. It uses this invariant representation to 
recognize the same person next time. A child learns the skill of 
recognizing faces in the first few months before it can talk. 

 
3. The third way of learning is very unique to humans. We learn by communicating with 

each other via language. I call this as collective learning and wrote about it in detail here. 
I spent the last 2 months learning about Machine Learning and I am sharing the 
knowledge with you is an excellent example of collective learning. 

 

https://janav.wordpress.com/2014/12/20/collective-learning/


The child is able to learn by itself without anyones help to recognize faces. What if we borrow 
this idea and apply it to machines so that it can also learn by itself. Don’t underestimate the 
power of a child’s brain. Evolution had a huge time advantage by tweaking it gene by gene for 
millions of years to perfect it. 
 
The image shown above captures the difference between knowledge engineering and machine 
learning. I drew the image using Apple Pencil. In the next post, I will be opening the pandora’s 
box of ML and we will learn about Linear Regression, grandaddy of all ML algorithms,  and use 
it to predict house prices. Until then I am continuing to wonder the way in which a newborn is 
able to recognize faces. 
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